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You most certainly have heard the term Defense In Depth used referring to network security.

The term simply refers to having more than one layer of protection for your internal sensitive information.
As a network administrator we can no longer rely on just a yrewall or yltering routers to protect the

entire network and the assets connected to the network.

hose hardware items must be in place and

more layers of protection must also be imple-

mented. These other layers can be imple-

mented in the form of security policies, pro-
cedures that are supported by upper management and
preventive controls that watch the network proactively
looking for trouble before it occurs.

The following series of articles will attempt to give
you a few new tools that you can use to protect your
network by adding another layer of defense to your
network. We hope that this information will help you
protect your user community from the outside world
and maybe even yourself.

We will begin by discussing the Netplter framework
and the user space tool known as iptables.

Netplter is the framework provided in post 2.4 ker-
nels to perform Packet Filtering, Network Address and
Port Translation, and Packet Mangling (packet modipca-
tion). The Netplter framework is extensible which allows
custom packet matches and processing to be created by
the system administrator (presumably, you). The Patch-
O-Matic (POM) installation system has been created to
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administer the installation and maintenance of the large,
and growing, number of Netplter patches now available.
Be sure to browse http://www.netplter.org/documentation/
HOWTO/netplter-extensions-HOWTO-2.html#ss2.1 for
much more information about POM and how to use it.

The terms Netplter and iptables tend to get used
interchangeably in Linux prewall descriptions and this
use is not technically correct. Iptables is the userspace
program used to implement rules in structured tables of
rulesets called chains. The Netplter framework is more
of an infrastructure and iptables is simply an application
making use of that framework within the constructs of
a fully documented API.

Netplter as kernel code is a complete rewrite of the
pre 2.4 ipfwadm and ipchains code. Going into the way-
back machine to cover those items is outside the scope
of this article but is still suggested reading. You can pnd
a full technical history of Netplter, tutorials, mailing lists
and forums at http://www.netplter.org/.

At its most basic Netplter can be used to implement
an IP packet plter. Netplter gives us a way to view a pac-
ket and perform the normal packet plter functions, i.e.



Listing 1. netylter_ipv4.h

/* 1P Hooks */

/* After promisc drops,
checksum checks. */

#deyne NF_IP_PRE_ROUTING 0

/* If the packet is destined
for this box. */

#deyne NF_IP_LOCAL_IN 1

/* If the packet is destined
for another interface. */

#deyne NF_IP_FORWARD 2

/* Packets coming from

process. */

#deyne NF_IP_LOCAL_OUT 3

/* Packets about to hit the wire.

*/

#deyne NF_IP_POST_ROUTING 4

#deyne NF_IP_NUMHOOKS 5

a local

inspecting packet headers and deciding
whether to DROP a packet on its head or
ACCEPT the packet and allow it to pass
unharmed.

When you get right down to it Netpl-
ter only has three options; to ALLOW the
packet to pass as is, to DROP the packet
immediately or to MANGLE the packet by
changing one or more pieces of informa-
tion within the packet before releasing it
to the next phase where the whole process
begins again. More advanced capabilities
come from the patch process and added on
match and target modules.

Netplter and custom match and target
modules have the ability to do more with
the packets and are able to make informed
decisions about packets by inspecting TOS
and other yags. The Netplter NAT table
performs Network Address and Port Trans-
lation including a specialized source NAT
previously known as masquerading. A robust
packet pltering capability along with log-
ging, stateless and stateful connection trac-
king and even the ability to MODIFY the
contents of a packet are all handled via the
Netplter framework, iptables and loadable
custom modules.

SPI?

| bet you just let that whole stateful and
stateless thing just go right by did not you?
Stateful Packet Inspection or SPI can be
a very big deal and can mean a lot of diffe-
rent things to different people. Mostly dif-
ferent things between Marketing and De-
velopment, but we have all been there have
not we? We will see that Netplter does indeed
perform a level of SPI but we must keep in

mind that SPI by depnition is simply recog-
nizing that the packet currently under in-
spection is part of an existing conversation.
What we can do with that knowledge and
our personal ability to write tight useful rule
chains will determine just how advanced
and useful our Netplter SPI will be.

Here is what we will be coveringé
We will discuss packet pltering, stateful and
stateless connection tracking, Network Ad-
dressand Port Translation, and Logging. We
will also take a look at how we can modify
information within a packet based on a set
of rules using additional tables and modules
available. The whole concept of Netplter
and its capabilities is just too large for a sin-
gle article so we will hold back some of the
more advanced topics for another time: Net-
plter Hooks, Tables, Chains, Targets, Filter-
ing, Logging, Packet and Byte Counters,
Network Address and Port Translation in-
cluding Masquerading, Example policies.

Netylter Hooks

If you read some of the great books and in-
ternet tutorials available on Netplter and
iptables youill pnd that most of them start
with the iptables commands and options to
those commands and pnish with example
scripts for you to try to use. | prefer to show
you more of the why than the how, at least
here at the beginning. You need a good base
of Netplter knowledge so that when we get
to the iptables commands they will make
sense.

Packet Path

First of all we need to take a deeper look at
the path a packet takes through the stack so
we can see how Netplter does its job.

The Netplter Framework consists of
FIVE distinct hook points within the ker-
nelis layer 3 packet processing code as
shown in an excerpt from netylter_ipv4.h.
(See Listing 1).

These points are where other modules
can link themselves in to have a crack at
a packet as it runs through the protocol
stack. The CHAINS of rules that we will see
later are linked to these hooks. When a mod-
ule links itself into the hook it must provide
the callback address of a function that the
kernel can execute. The kernel simply calls
these entry points for each packet passing
that point in the stack code.

Code linked to the hooks is linked with
a priority, this priority determines the order
of execution of each function at each hook
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point. Listing 2 demonstrates the order of
hook priorities.

Note in the chart below that there may
be more than one chain or other code con-
nected to a hook.

If we look for these hook points in the
code we'll pnd the chains are hooked up as
shown in Figure 1 and in the order shown.
Note that, when it is used, mangling will
occur before NAT, which occurs before
Filtering. We want to be sure that the pack-
ets have been adjusted as necessary before
doing the actual pltering work. For this
reason the Mangle and NAT tables should
not be used for pltering. Save that for the
pltering table, that's why it is there.

Five Netylter Hooks

A NF_1P_PREROUTING 8 After sanity checks
but before stack routing decisions,

A NF_IP_LOCAL_IN & After a packet has
been determined to belong to this sys-
tem,

A NF_1IP_POSTROUTING & After all other
actions and just before going to the
outbound interface,

A NF_1IP_LOCAL ouT & After a packet has
been created by this system and is
now outbound,

A NF_1P_ForwARD 8 Hooked on packets
that are passing through this system.

Listing 2. Hook priorities

enum nf_ip_hook_priorities
NF_IP_PRI_FIRST = INT_MIN,
NF_IP_PRI_CONNTRACK_ DEFRAG = -400,
NF_IP_PRI_RAW = -300,
NF_IP_PRI_SELINUX_FIRST = -225,
NF_IP_PRI_CONNTRACK = -200,
NF_IP_PRI_BRIDGE_SABOTAGE_
FORWARD = -175,
NF_IP_PRI_MANGLE = -150,
NF_IP_PRI_NAT DST = -100,
NF_IP_PRI_BRIDGE_SABOTAGE_
LOCAL_OUT = -50,
NF_IP_PRI_FILTER = O,
NF_IP_PRI_NAT_SRC = 100,
NF_IP_PRI_SELINUX_LAST = 225,
NF_IP_PRI_CONNTRACK HELPER =
INT_MAX - 2,
NF_IP_PRI_NAT_SEQ ADJUST =
INT_MAX - 1,
NF_IP_PRI_CONNTRACK_CONFIRM =
INT_MAX,
NF_IP_PRI_LAST = INT_MAX,
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